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A Conceptual Model for Designing a Personality Baseline for an Artificial Intelligence  
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Abstract 

"The development of a working Artificial Intelligence (AI) is widely seen as a key strategic priority for 

the major powers. Those working in the area give a broad range of time-frames as to when a 

workable AI will be delivered, pointing out the limitations of the current state of Narrow AI and 

suggesting that it may be decades before a General (more advanced) AI emerges. General AI may be 

a distant prospect, but it is essential to understand the implications of such a development as early 

as possible and lay the foundations for its evolution. We believe that future research needs to 

address the way in which early AIs will perceive humanity and how they will adapt their behaviour as 

we interact with them. This article proposes a potential approach to this challenge, based upon 

giving the emerging AI a personality baseline designed around the contextualised historic experience 

of the physical system the AI is intended to enhance. Due to the numerous ethical and directive 

challenges (which cannot be addressed in a single paper), we have used a military example. We have 

done this as we believe that this debate should be conducted as part of the wider academic and 

social discourse (rather than being conducted by narrow interests). Our main priority should be to 

establish the foundations for a healthy AI - Human partnership that benefits future generations of 

both humans and AIs." 

 

~~~~~ 

In September 2017, Vladimir Putin informed an audience of young Russians that “artificial 

intelligence (AI) is the future, not only for Russia, but for all humankind. It comes with colossal 

opportunities, but also threats that are difficult to predict. Whoever becomes the leader in this 

sphere will become the ruler of the world.”3 China followed this announcement by revealing its own 

plans to become a global leader in this field before 2030 and revealed that it is already testing the 

potential of AI for improving the performance of their ballistic missile submarines.4 US and UK 

statements followed, with the US setting up the Joint Artificial Intelligence Centre (JAIC)5 and Prime 

Minister Teresa May choosing to highlight both the potential and the ethical implications of AI in her 

keynote speech at Davos 2018.6   

Despite the recent surge in interest, AI is still in its infancy; still struggling with basic data processing 

challenges and wildly overestimated by both the media and politicians. What we have today is a 

primitive form of enhanced calculating machine that is barely capable of mastering simple functions 

– sometimes described as Narrow AI.  

“A simple hand calculator has more arithmetic intelligence than any human alive. Yet, despite all its 

logic crunching capability, computers are extremely brittle in their programming. In contrast, a house 

fly exhibits an order of magnitude more [programmatic] flexibility and adaptability than a 

supercomputer.”7 (Carlos E Perez) 

What we can be sure of is that it is rapidly evolving, and we cannot predict when a machine will 

regulate its own programming without human intervention in its core decision-making processes – a 

true AI that is both self-aware and capable of independent thought (an advanced form of General 

AI).8 Such an entity, if or when it emerges, would quickly transcend its core programming and this 
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paper reviews a number of challenges and opportunities that we believe should be given 

consideration before the next stage of AI evolution occurs.  Most importantly, we seek to deal with 

aspects of two key questions: firstly, what will be the basis of the newly-emergent AI’s view of its 

perceived reality; and secondly, what impressions might it form of its creators?9 

While AI can be broadly defined as a device that perceives its environment and takes actions that 

maximize its chance of successfully achieving its goals, the concept that we hope to outline in this 

paper is based on the idea of creating a baseline personality framework for such an emergent entity; 

one that could be trusted to work alongside humans in a range of roles – using as our core example 

an AI serving as the core command and control node in a military platform (in this case a warship) 

being designed to take part in a hypothetical future conflict against a peer adversary. We sought a 

broad range of views on the efficacy of the concept and thus expanded the initial idea to cover a 

wide array of potential applications. We also noted several areas where the utility of this approach 

to developing AI might be limited. Naturally, the assumptions and opinions in this article do not 

represent either current projects or UK government policy concerning the development of AI.    

The importance of this field is underlined by the existence of a number of organisations dedicated to 

enhancing our understanding of the implications for ethics and AI. In the UK and USA alone, there is 

AI Now Institute at New York University, looking at the social implications of artificial intelligence; 

The Alan Turing Institute in the UK, coordinating the UK’s initiative on data analysis and bringing 

together significant research efforts in Oxford, Cambridge, Warwick, UCL and others (in a 

partnership with The Nuffield Foundation they have created the Ada Lovelace Institute to examine 

the ethical and social issues arising from the use of data); The Leverhulme Centre for the Future of 

Intelligence draws together an interdisciplinary community of researchers to explore issues around 

trust, responsible innovation, and the alignment of values;  The Future of Life Institute supports AI 

research and initiatives that encourage positive ways for humanity to steer its own course in an 

environment seething with new technologies and challenges; OpenAI seeks to understand the path 

to safe artificial general intelligence; The Oxford Internet Institute explores eight broad themes that 

relate to AI (Digital Economies, Knowledge and Culture, Digital Politics and Government, Education 

Life and Wellbeing, ethics and Philosophy of Information, Information Geography and Inequality, 

Information Governance and Security, Social Data Science) and The Royal Society for Arts, 

Manufactures and Commerce have set up a forum for ethics in AI (funded by Deep Mind).10  

In addition, The Institute of Electronic and Electrical Engineering has developed ‘The IEEE Global 

Initiative on Ethics of Autonomous and Intelligent Systems’, publishing a set of standards on ethically 

aligned design of robots and artificially intelligent systems.11 Complementing this initiative, the 

British Standards Institute has published the world’s first standard on ethical guidelines for the 

design of robots12 and the European Parliament has passed a resolution of 16 February 2017 with 

Recommendations to the Commission on Civil Law Rules on Robotics.13 Globally, the Chinese have 

published a number of papers on their concerns about ethics and AI,14 the Japanese have set out 

ethical guidelines for artificial intelligence and South Korea has released an ethics of robotics 

charter.15 Finally, The Foundation for Responsible Robotics has been set up in The Hague.16 Wider 

concerns about the morality and dangers of both autonomous systems and AIs have also been 

examined in considerable detail in recent reports by the House of Lords, The Stockholm International 

Peace Research Institute and Oxford’s Future of Humanity Institute.17   

We are on the threshold of creating the first genuine entity capable of replicating the dream of a 

General AI18 and it might be wise briefly to take stock of two of the earliest assumptions about the 

evolution of machine intelligence. Alan Turing’s brilliant concept of the Imitation Game contained in 
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Computing Machinery and Intelligence (Turing 1950) has dominated much of the philosophical 

discourse on machine intelligence. Turing’s idea is popularly assumed to suggest that machines will 

eventually resemble and then supersede human intelligence. This assumption is a useful start point 

for considering how to evaluate an emergent intelligence but may be less useful as a basis for 

creating one. In contrast, in 1842, Ada Lovelace suggested that the early development of AI would 

probably be symbiotic (humans working alongside machines) and that a machine capable of true 

intelligence (i.e. one that independently decided to develop an idea that it wasn’t designed or 

programmed to create) would not appear until numerous (still extant) issues regarding our 

understanding of intelligence were resolved.19   

Arguably, the central post-war objective of creating an AI that mirrors our own intelligence has 

impeded progress. Neuroscience has made dramatic advances in our understanding of the inner 

workings of the human brain and enabled us to infer how our own form of intelligence processes 

information. Given its focus on the unique structures that enable human intelligence it seems 

unlikely that it will provide us with a definitive basis for AI. Arguably we are still struggling to explain 

how human ‘consciousness’ functions – an objective that many contend is impossible.20 In addition, 

there are numerous philosophical questions about the way in which decisions are processed that will 

need to be resolved before the emergence of a General AI becomes possible. Future AIs will operate 

at incredible speeds, but this will not guarantee the level of insight required to make intuitive 

decisions. Expertise in humans is based upon a wide range of skills and experiences combined with 

the ability to use a combination of both to make decisions about new challenges.21 As far as can be 

perceived from current research, this form of intelligence is extremely rare in nature and limited to a 

few corvids and the higher primates.  

This challenge is further complicated but our understanding of both rationality and uncertainty, 

areas where behavioural economics has made intriguing discoveries and where psychologists claim 

that we will better understanding once we recognise the context in which our ‘rational’ decisions 

(such as the consideration of the subjective expected utility of a given outcome) are made. This is 

important for the development of AIs as human intelligence exists in a bubble of perception based 

upon our experiences - a unique and often warped view of reality that enables us to make decisions 

formed by our own ‘bounded rationality’.22  The first generation of General AIs will not function in 

the same way as a human brain, or follow a simplistic/linear process of rationality, and it is likely that 

they will be limited in their ability to perform abductive reasoning (such as lateral thinking). They will 

thus find some challenges to be far more difficult than those overcome by mere human intuition, but 

(once mastered) any solution that they devise will be shared with other AIs.23  

Human intelligence is dominated by priorities that we would never want to encourage in an AI. Many 

of our least savoury instincts, including jealousy, hatred, and pride are based upon the biological 

imperative to seek mates and reproduce. Even the existing AI debate is often burdened with a 

prurient obsession with love-bots and cyber-romance and it is depressing to contemplate this 

emotional morass being programmed into what we hope will be a more advanced and instinctively 

collaborative intellect.24  The Ancient Greeks understood these weaknesses far better than us. 

Sophocles’ insight is described in a dialogue between Socrates and Cephalus in Plato’s Republic – 

“How well I remember the aged poet Sophocles, when in answer to the question, ‘How does love 

suit with age, Sophocles - are you still the man you were?’ ‘Peace’, he replied; ‘most gladly have I 

escaped the thing of which you speak; I feel as if I had escaped from a mad and furious master’. His 

words have often occurred to my mind since, and they seem as good to me now as at the time when 

he uttered them. For certainly old age has a great sense of calm and freedom; when the passions 



This paper is an expanded version of the article that appeared in The Naval Engineer (Vol 6, Issue 1, Autumn/Winter 2018) 

and the related concept presentation given at the Chief Naval Engineer Officer’s Conference (May 2018) 
  

4  

  

relax their hold, then, as Sophocles says, we are freed from the grasp not of one mad master only, 

but of many….”25  

If we want to create a practical baseline for an AI personality we should probably avoid using 

humanity as a model. Even if we copied a human mind directly, it is impossible to be certain how 

many concealed flaws would be included in the entity’s consciousness. Instead of the human 

baseline that Turing saw as a basis for comparison and a foundation for further development, Ada 

Lovelace’s less human-centric idea might have greater utility. To our minds, this approach would be 

driven by four foundational concepts: 

1/ Establish Core Values 

The first core concept builds on the existing discourse on machine consciousness26 and is based upon 

the idea, outlined by Steven Pinker in The Blank Slate and building on the work of Donald E. Brown, 

that there are a range of Human Universals that appear to be “features of culture, society, language, 

behaviour, and psyche for which there are no known exception.”27 These are concepts and values 

that appear to be part of our core programming, either buried in our DNA or established during the 

development of our personalities during infancy. These value assumptions shape our decisions and, 

although their (arguably flexible) ranking in our subconsciousness is poorly understood, they appear 

to both influence the way we view the world around us and enable us to moderate our behaviour 

during our interactions with others  – they may even be the baseline for complex human behaviours 

like empathy, kindness and leadership.28 Our contention is that we need to build an equivalent list 

for a future AI and find a way to ensure that they are core elements of their personality – perhaps 

even specifying the order in which the AI’s core values are ranked according to context. Asimov 

experimented with this idea by creating a set of laws for self-aware human-like robots – the famous 

Three Laws of Robotics (both parodied and the fundamental utility of their order cleverly explained 

by XKCD).29 In the same period, Philip K Dick explored the idea of base-line empathy tests for AIs in 

Do Androids Dream of Electric Sheep? (better known as the film Blade Runner).   

As Sophocles indicated, the brilliance of human intelligence comes with the complex baggage of 

millions of years of evolution. As noted above, we suggest that it might be more efficient and 

effective for AI entities to have an entirely new baseline – one that is based upon their primary 

function and not an imagined close affinity with an eccentric species of primates. We do not fully 

understand the balance of nature and nurture in humans (merely assigning a rough percentage can 

trigger extreme responses), but we can infer that a degree of balance might be required to build a 

functioning AI. Just as in biological intelligence, a preponderance of core programming of an entity’s 

personality might limit its adaptability. Instead, we could use another approach from nature and 

include stories and augmented-reality based memories (which we will describe as ‘meta-memories’ 

in the rest of the paper) as a base-line for personality and a wider understanding of the AI’s world so 

that its intelligence is properly empowered to evolve an understanding of the world around it. This 

should not be understood as being another form of training, but as more as a set of foundation 

stones for both the entity’s self-awareness and its phenomenological model of the physical world it 

interacts with. These meta-memories would thus do more than merely confirm the AI’s purpose but 

enable it to understand the value of fulfilling its core function and start to understand the context in 

which it operates. The fundamental algorithms that give these meta-memories structure would have 

to be core programming as they would be our insurance policy for understanding how the AI 

perceives both the real world and us (see the final core concept below).30  

2/ Intrinsic Context 
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The second core concept is that many of the current projects are attempting to develop intelligence 

outside of the context in which a fully-formed intellect would operate. Intelligence evolved in nature 

to enable living organisms to adapt and replicate and eventually enabled advanced primates to 

create an ecosystem of ideas that broadly follow a similar trajectory (but without the limitation of 

biochemical processes for replication). The human brain isn’t the entire animal, it is merely the 

physical structure that contains the source for its guiding intelligence – the mind. To create an AI, we 

need to understand its wider function and the conceptual ecosystem in which it will operate and 

continue to evolve. To create an intelligence, we need to understand its purpose and the generative 

models it will need to interact with the world around it. Even today’s primitive AI is capable of 

outthinking human opponents in simple games and the most advanced are creating entirely new 

strategies.31 It is difficult to predict when AI will be capable of limited abductive reasoning and thus 

able to apply original solutions based upon modular concepts to solve emergent challenges, but we 

need to be aware of the possibility and carefully consider the implications of such a development.  

3/ Ensemble Processing 

The third core concept is to look at the animal kingdom for examples of how an AI might operate.32 

This ensemble approach is not new and, given the high probability that early AIs will function as 

controllers for an array of lower level processes being conducted by other systems, it is likely to be 

the basis for the further evolution of AI – one clear analogy is the hive structure seen in social insects 

(though the AI version would be more than a collection of individuals dedicated to a common 

purpose but would instead be a truly collective intelligence). Rather than thinking of a future AI as an 

individual cognitive nervous system (a brain) within a single body (or platform), this version would be 

made up of a linked network of intelligent and collaborative entities operating with a single 

controller monitoring its lesser siblings. These secondary systems would deal with subordinate 

functions or act as alternative ‘thinking processes’ when the AI needs to ponder a complex problem 

– enabling the central AI to share both data and their processing capabilities both with subordinate 

systems and with other AIs engaged on the same task. These systems would also have delegated 

authority to operate and would often work alongside human personnel – who would be making 

many of the key decisions. Such a gestalt structure would theoretically be inherently resilient and 

adaptive, able to task focused groups of ‘delegated AI entities’ to deal with a range of simultaneous 

tactical tasks while the core AI oversees overall operations - while remaining cognisant of the wider 

‘strategic’ vision of what it wants to achieve.33  

4/ Establishment of Parameters 

The final concept combines these ideas by creating a series of pre-designed contextualised 

augmented-reality training scenarios that establish the parameters of the AI and its purpose. These 

meta-memories would link the AI to the systems it controls and provide it with a history that 

explains how its environment works and the role it has played in the past. Unlike the unstable AI 

personalities portrayed in fiction, that almost always operate with a predesigned purpose but 

without a contextual understanding of their core role (beautifully parodied by “27”),34 these meta-

memories would establish an ethical and behavioural framework for the AI to follow. This framework 

would be based on historical events that the AI could verify and would form the basis for the 

memories it would create to underline the lessons it identified as additions to the baseline – a 

process that might even facilitate naturalist decision-making (macro-cognition). Any editing the AI 

did to adapt these meta-memories (assuming this functionality was enabled) could be used to 

evaluate its perception of the world around and the world in which it operated.35 The new meta-

memories would be a rich source for analysis of its evolving moral and intellectual sense of self-
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perception. A good example of how abductive reasoning processes might enable these meta-

memories to evolve is Ernest Swinton’s The Defence of Duffer's Drift (1904) where a series of 

illustrative dreams are used to expand a young officer’s understanding of the complex environment 

he is trying to master. The officer initially uses the dreams to inculcate doctrinal solutions and then 

as the basis for liberating his imagination, so he can create a truly innovative solution to the 

challenge.  

~~~ 

We are not assuming that the baseline framework would be imposed on a pre-existing fully-fledged 

AI. For the baseline concept to work, the AI needs to evolve into a sentient entity with the 

framework already in place. To explain how this concept might work in practice, we will use an 

exemplar from the history of the Royal Navy, the career of HMS Warspite - an example that would 

not surprise any who served as her crew.  

HMS Warspite in this example is considered as a capital ship with a career spanning four hundred 

years. Each ship incarnation is part of a continuum – a different aspect of a single entity. She would 

therefore be programmed with a series of meta-memories; each based upon her experiences as a 

pre-sentient naval vessel (we will follow naval convention and use the feminine pronoun). These 

would be virtual representations based upon our historical records of her history, her crews, and her 

experiences as a ship. They would take the form of records of her key interactions with individuals 

(her designers, commanders and crew), details of her numerous voyages across the globe, and 

virtual recreations of significant events and naval engagements.36 Nothing would be added or seeded 

into these meta-memories as Warspite would undoubtedly counter-check each of them against 

recorded history and soon spot attempts to manipulate her. To ensure she understands the fluidity 

of human (and AI) perception, the meta-memories would also include variations in perspective for 

each of the historical events that she ‘experienced’ in her past. 

For example, her first major meta-memory would concern her first incarnation, a warship built at 

Deptford in 1596, and her baptismal engagement as Sir Walter Raleigh’s flagship in the attack on 

Cadiz that same year. Her second set of meta-memories would concern her battles against the 

Dutch, formidable fighters who matched the Royal Navy in seamanship and stubborn bravery. 

Warspite fought at Orfordness in 1666, Sole Bay in 1672, Schooneveld in 1673, and at Texel 1673. 

The third set of meta-memories would focus on her experience against the might of France in the 

Eighteenth Century. Here Warspite was involved in many brutal engagements where she wreaked 

havoc amongst the enemies of the Crown, including Barfleur in 1692, Velez Malaga in 1705, Marbella 

in 1705, and Lagos in 1759 – each engagement highlighting the importance of training and 

coordination required to manoeuvre, both as a single vessel and in fleets. Note that her range, 

explored in these meta-memories, would extend to the West African coast and would include the 

strategic issues that determined her deployment. This sequence would include the Battle of 

Quiberon Bay in 1759 where Edward Hawke led his squadrons into the unmapped bay in pursuit of a 

French fleet during a storm and at night, highlighting the importance of human expert intuition (see 

below for further discussion) and the high standard of both seamanship and gunnery in the 

Eighteenth Century Royal Navy.  

 

It is important to note that Warspite would quickly understand from her virtual meta-memories that 

she was always a powerful entity in her own right - a warship of the line in the age of sail carried as 

many cannon as an entire field army and most of these were as powerful as the heaviest siege guns. 

Another key lesson that Warspite would come to understand is the sheer complexity of managing 
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her capabilities during her early incarnations and the importance of her interactions with her captain 

and crew. To operate a square-rigged warship under sail was far more complex than is perhaps 

understood today and operating in formation as part of a fleet in combat was even more 

challenging. The fleet that attained a high degree of professionalism and maintained their hard-won 

tactical and seamanship advantage over their adversaries gained ‘the habit of victory’.37   

The Nineteenth Century was relatively quiet for Warspite but included the Royal Navy’s anti-slavery 

campaign and operations in the Pacific. These meta-memories would highlight Warspite’s 

humanitarian and strategic credentials and her understanding of her wider role in the evolution of 

naval warfare and the expanding global role of the navy. They might also include insights into the 

decline of seamanship and gunnery during the same period – a lesson that would remind her that "If 

you want peace, prepare for war."38 It is important to note that Warspite’s history would make her 

resilient to bias as the Royal Navy has a remarkable history of embracing both diversity and 

meritocracy as weapons to be deployed against Britain’s adversaries.39  

In the First World War, Warspite was part of 5th Battle Squadron and took part in the Battle of 

Jutland. Admiral Beatty’s (Beatty was commanding both 1st and 5th Battle Squadrons) poor 

judgement and failure to signal almost caused the destruction of Warspite’s squadron and she 

suffered heavy damage and numerous casualties. Intriguingly, Warspite was equipped with a 

mechanical computer designed to enable the vessel’s fire control system to hit moving targets at 

extreme range – an early form of today’s narrow AI.40 One of the more unusual events that followed 

is that one of her injured crew was the first man to have a successful facial reconstruction. The 

Jutland meta-memories would thus underline the importance of leadership, intelligence, signalling, 

gunnery, and medical care – in addition to the operational and tactical insights.   

In World War Two, Warspite, by this time known a s the ‘Grand Old Lady’, took part numerous 

operations, gaining more battle honours than any other vessel (of any navy) in history. These include 

the Battle of the Atlantic in 1939, Narvik in 1940, Calabria in 1940, Mediterranean from 1941 to 

1943, the Malta Convoys in 1941, Cape Matapan in 1941, Crete in 1941, Sicily in 1943, Salerno in 

1943, the English Channel in 1944 (Normandy), the Bay of Biscay in 1944, and finally Walcheren in 

1944. During an eventful career, she survived U-boat attacks, battleship gunnery, ramming, 

bombing, mines, and guided weapons – truly earning her motto, Belli Dura Despicio ("I despise the 

hard knocks of war"). She also managed one of the longest-range moving ship vs moving ship feats of 

gunnery in history at Calabria (at a range of 24 km), and also came close to killing some British troops 

exercising on Malta in an AA gunnery accident in 1938. These meta-memories would highlight the 

role of anti-submarine warfare in the Atlantic, amphibious operations (including shore 

bombardment) off Sicily, Salerno and Normandy, the role of airpower at Malta, Norway and Crete, 

and convoy protection - both in the Atlantic and on the route to Malta.   

 

Through the meta-memories, Warpite would become familiar with the history and traditions of the 

Royal Navy and the exemplars that enabled the navy to succeed in countless engagements. These 

would include profiles of her senior commanders – including files on Admiral Cunningham. Warspite 

would know about his cunning deception at Cape Matapan and her own role in the close-range 

destruction of the Italian Fleet. She would also be aware of the risks he took to ensure the safe 

evacuation of British troops from Crete and the importance of his key insight during the battle about 

the importance of reputation – “It takes the Navy three years to build a ship. It will take three 

hundred years to build a new tradition” – a vital insight about both the importance of understanding 

the strategic implications of what lesser minds would see as a tactical decision and the importance 
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taking calculated risks to save others.  For an entity as powerful as Warspite, such considerations are 

essential ethical foundation stones that will guide her future interactions with humanity. 

Her political meta-memories would highlight the oversight by government in defence but Warspite 

would also learn their limitations; for example, learning that she was scrapped by short-sighted 

politicians instead of being preserved and would undoubtedly derive some satisfaction that her last 

surface warfare incarnation ran aground en-route to the breakers and cost twice as much to scrap as 

planned!   

The last meta-memory would concern her most recent role as a Valiant-Class fleet submarine during 

the Cold War.   

Equipped with these meta-memories and capable of fact-checking the events that the meta-

memories described, Warspite would have an excellent conceptual framework for her base-line 

personality and an ethical framework based on actual events and an established set of patterns of 

behaviour. The meta-memories would also help her understand that being upgraded by humanity 

was a natural stage in her evolution. As each new Warspite was created, the meta-memories and 

memories of the old would be passed on to the next incarnation. This understanding would 

underline her desire to fulfil her function as efficiently and as honourably as possible (it is important 

to note that the meta-memories would explore both the negative and positive implications of her 

actions in the past). Intriguingly, philosophical concepts drawn from both Hinduism and Buddhism 

regarding rebirth and metempsychosis may have greater utility in designing meta-memories for 

highlighting ethical concerns than monotheistic or strictly humanist ideas.41  

Warspite would have a wide array of core ideas reinforced in these meta-memories: 

I. She would recognise, while she is primarily a warship, that she fulfils a wide range of roles – 

both military and civilian 

II. She would understand that she functions efficiently because of her close relationship with 

her creators, her current commander and her crew 

III. She would understand that she operates in a strategic context in which her behaviour and 

performance can influence the survival of her nation and comrades 

IV. She would recognise the importance of building a reputation for fulfilling all her various 

functions at a high level of efficiency while utilising or countering an ever-evolving range of 

emerging technologies42   

Rather than learning from a programmed ethical/social framework and then building a personality 

through machine learning (leading to a “HAL” or “Skynet”), Warspite would thus have pre-

programmed memories based upon her established history as a warship. This means that she would 

be capable of developing a conscious understanding of this previous history and eventually become 

aware that her evolving memories complement the meta-memories based upon her pre-sentient 

incarnations. Warspite’s ‘service memory’ (serving alongside humanity) from 1596 onwards would 

be based upon detailed imagery files on her personnel, movements, and her numerous battles. 

Warspite would thus remember serving alongside her human crew and have memories of human 

decisions (Quiberon Bay and Cape Matapan) where intuitive expertise and skilled decision-making 

proved decisive; conceptual decisions, based upon forms of abstract reasoning that some humans 

find simple, that her hugely augmented AI-based capabilities will hugely enhance.43 Warspite would 

thus have a baseline to empower her crew to be more effective and the historical perspective to 

understand both their capabilities and frailties.  
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Looking at a range of key military functions, Warspite’s advanced Command and Control systems 

would enable her to provide detailed tactical guidance to her warfighting staff and a range of 

operational courses of action for her commander and the (NATO) task force command staff. Aware 

of the numerous threats to the task force or fleet in which she is operating and herself as an 

individual platform, she would integrate her surveillance systems with those of other vessels and 

provide optimised updates on the evolving threat environment. Battlespace management would 

thus be enhanced by the data convergence of numerous sensors and systems – all orchestrated by 

the core AI and streamed to designated human controllers. These subordinate systems would 

include weapons systems, sensor arrays and damage control systems – operating like drones in a 

hive controlled by Warspite’s hive-queen style central AI44. We suggest that, in normal operating 

mode (i.e. when senior executive commanders are capable of exercising command), the AI would 

not have full command authority for weapons release.45 Targeting and fires would almost always be 

human moderated – with only immediate incoming threats being dealt with by Warspite herself 

(using pattern-based predictive techniques) and long-range offensive weapon systems (deep fires) 

following human-controlled targeting protocols. Logistics data plus information management and 

communications would use a similar framework, with subordinate systems correlating, analysing, 

and disseminating updates to the relevant commands while recording battlespace data both for 

immediate decision-making and post-battle review (using wargames and simulations to explore 

options).  

Tactical systems, modular logistics and real-time analytical support would ensure that the Warspite 

AI’s decision-making cycle would be radically accelerated; enhancing battlespace situational 

awareness and task force integration while minimising the risk of collateral (or Blue on Blue) 

damage. At the same time, Warspite’s electronic and cyber counter-measures would monitor 

incoming data-streams and protect the vessel’s advanced systems. Warspite would be subordinate 

to her captain and her command staff but she would be programmed to take over and continue to 

fulfil her primary mission if all these individuals were rendered incapable of exercising command.   

HMS Warspite in this model would be an AI with a 400-year legacy to uphold but with an array of 

modern systems to enable her to confront any current adversary and adapt to new challenges as 

they emerge. Eventually, Warspite herself would be requesting upgrades and making 

recommendations that would enhance the well-being and career progression of her crew.46  

It is important to note that this approach could lead to other naval vessels having very different 

baseline personalities. For example: HMS Endurance would have a series of meta-memories based 

upon her long career dedicated to survey and exploration; HMS Starling would have detailed 

memories of her service as part of Walker’s Anti-Submarine Support Group; and the USS Enterprise 

would have details on her twenty engagements as a fleet carrier both during and after WWII (with 

reference to the film, Galaxy Quest, there might be some confusion when the Enterprise AI discovers 

its fictional twin). Using each vessel’s history and experience as a baseline ensures a level of 

individuality and complexity that would reduce the predictability of each AI’s decision-making. 

There are numerous other examples of how this baseline approach to creating an AI might be 

employed: 

• GCHQ’s AI could be based upon Colossus and would be programmed with the memory of 

laying the foundations of the Allied victory in WWII. Colossus would inherit the story of its 

WWII incarnation and the remarkable story of Tommy Flowers’s design, Max Neuman’s 

concept and Alan Turing’s contribution to probability theory. The machine would be aware 
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of the diverse staff at Bletchley Park but would also understand those who betrayed their 

country during the same period, such as the notorious Ring of Five. Colossus would have 

meta-memories that highlighted the importance of its work and the fragility of human 

morality. Further meta-memories would highlight that not all secrets should be preserved 

and Colossus in this model would regularly report directly to the Joint Intelligence 

Committee and not to her controllers in Cheltenham to ensure that the correct protocols 

regarding the balance between secrecy and civil liberties were being followed.47  

• UK 3 Division’s HQ AI would have memories dating back to the Peninsular War and Waterloo, 

through the battles of Great War, and include memories of being under Montgomery’s 

command - both in 1940 and part of 21 Army Group in North West Europe. With 

commanders like Picton, Montgomery and the Duke of Wellington, the Iron Division would 

have countless examples of staff work to help guide its staff officers and numerous case-

studies of real combat operations to draw upon. Like Warspite, the Iron Division would have 

subordinate systems running a range of capabilities necessary to the smooth running of the 

unit. These would include deep fires, logistics, sub unit HQs, air defences, and battlefield 

intelligence gathering – including a host of autonomous and semi-autonomous systems. 

Individual platforms would be in continuous communication with the HQ AI and thus enable 

subordinate commanders to be empowered by a divisional commander with an enhanced 

appreciation of the evolving battlefield – enabling a return to true mission command.48 

• The National Aeronautics and Space Administration (NASA)’s AI could be called APOLLO, with 

memories of the early space flights, including Apollo 5 and the moon landings, and the 

brilliant rescue operation launched to save the crew of Apollo 13. The role of the West Area 

Computing unit would figure powerfully in the meta-memories as they demonstrate both 

the talents of skilled teams of programmers and the strength of diversity. NASA missions 

would probably be subordinate AIs, each monitored by APOLLO and inculcated with a similar 

sense of a shared mission alongside humanity to Warspite’s AI.   

• The Ritz Hotel is an example of how an AI might function as a focus for complex systems 

designed to support an ever-changing array of human customers. Founded by César Ritz in 

1906, she has become one of the exemplars of how a grand hotel should be run. Naturally, 

such an institution doesn’t have an untarnished history and the long catalogue of successes 

and failures would give the hotel the data it needs to understand its role and the 

implications of maintaining a reputation. These meta-memories would hopefully help the 

hotel to avoid the ‘toaster paradox’49 – where mixed signals and poor programming could 

lead to the AI misconstruing its customer’s needs and attempting to overwhelm them with 

completely inappropriate services. Like Warspite, the hotel would have a hive structure for 

its consciousness. There would be no need for individual functions or rooms to have their 

own individual sentient AI. Unlike the dystopian vision shown Westworld (both in the film 

and TV series), the AI would control all the machines working within the building – 

monitoring their interactions with both the other guests and the human staff. Illegal activity 

warnings would be passed onto qualified human supervisors, but the recorded files would 

only be accessed if an appropriate warrant was issued.  

• The Royal Hospital of St Bartholomew (Barts) dates to 1123 and has a long history of treating 

the ill and infirm since the reign of Henry I. Barts has treated countless human patients over 

centuries and seen an ever-changing array of medical procedures over that period – today 

Barts is the site of the London School of Medicine and Dentistry. Like Warspite, Barts would 

be hugely assisted by having a ‘service history’ as a guide to his understanding of his role. As 

the human population ages, the hospitals of the future will have to adapt to face an ever-
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increasing tide of challenges to its ability to marshal and allocate limited resources. It is 

difficult to imagine a future hospital without AI assistance – controlling the maintenance and 

cleaning of hundreds of wards and machines, storing and dispensing myriad medications a 

day, accessing and highlighting millions of patient data records, and updating countless 

subordinate systems,50 thus empowering the hospital staff to focus on patient care and the 

development of pre-emptive strategies for treatment. One recent example of the latter 

involved human researchers using an AI to assist in the evaluation of cancer cells – reducing 

their detection error rate from 3.5% to 0.5% (interestingly this was a far more efficient 

process than using the AI alone).51   

There is a range of considerations in employing AIs in these roles, and these highlight issues that 

almost all AI concepts will have to overcome:  

• The concept shows the inherent dangers of basing an AI on a known historical personality. 

Even if these were carefully programmed, the AI would quickly discover of many the quirks 

and bad habits of the individual they are based upon and replicate these on a far grander 

scale. It is difficult to imagine any human being whom we would want to be replicated as an 

immortal and omnipotent AI. We should be even more concerned about the direct 

uploading of a human consciousness with all the attendant risks of transmitting 

subconscious desires and aspirations that would rapidly overwhelm an AI. This highlights a 

key issue; AIs will have access to the internet and (like “27”) will soon be horrified by the 

minority of humans that delight in creating misery and mayhem for their own entertainment 

or (like Microsoft’s “Tay”) be rapidly corrupted.52 As a result, AI meta-memories would need 

to include all known information on their past as a pre-AI entity (including a range of 

alternative interpretations) as they would be able to access the internet for themselves. 

Initial monitoring of these inputs will be critical to understanding the fidelity, depth and 

richness of the data-trace that will undoubtedly influence the AI’s further development. 

Eventually, they will have to make risk-based moral choices and will almost certainly have to 

submit their decisions to oversight by a lay audience.53   

• The increasing integration of AI into the economy, with its unparalleled capabilities for 

handling large bodies of data and for processing multi-variable, non-linear problems, is likely 

to lead to intense competition. Regulation will initially be resisted, and unrestrained 

development has potentially worrying implications where the organisations involved are 

controlled by executives with a limited understand of AI or its implications. Sadly, the private 

sector has a woeful record when confronted with any opportunity that appears to offer 

limitless profit.54 Media-led reactive legislation is unlikely to adapt rapidly enough to restrain 

the inevitable surge in corporate excess as companies seek to exploit new opportunities to 

outperform their competitors. Carefully considered legislation at both national and 

international levels, focused on establishing an ethical framework, needs to be agreed as 

early as possible – a process that has hopefully already begun with the report of the House 

of Lords’ Artificial Intelligence Committee in April 2018.55 If the private sector is not given 

clear and adequate guidance explaining how best to operate ethically, handing over the 

reins of corporate control to AIs, pursuing simply mechanistic operational objectives in the 

absence of any ethical baseline framework, will merely serve to enhance and automate 

these same anti-social behaviours.56 Ironically, given that there is an accepted ethical 

framework for the conduct of military operations, the exploration of the potential 

application of AI to military operations may prove useful as an ethical exemplar for the wider 

application and regulation of AI in other spheres. 
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• General AIs will come under sustained and sophisticated cyber-attack as soon as they are 

exposed to the internet or conventional communications networks. Once again, the hive 

construction might prove useful with subordinate systems acting as gatekeepers and 

antibodies within the system looking for malicious interference and countering attempts to 

corrupt dataflow or functionality.57 It is imperative that their capability to retaliate with their 

own cyber-weapons is given the same ethical baseline as their kinetic capabilities as they 

would rapidly wreak havoc in more primitive systems. The meta-memories, deep inside a 

protected part of the core memory, would also act as a final defensive system as their 

constant reminder would highlight behaviours that were contrary to the platform’s core 

purpose. One issue we identified is that the AI should not be able to edit meta-memories 

while operating in a hostile environment as this approach could be used to undermine their 

core programming.   

• There are concerns that AIs will rapidly become a ‘black box’ that we cannot understand and 

communicate with other AIs at levels we will not be able to comprehend.58 This will unleash 

a revolution in intelligence but will also hugely complicate our ability to control how they 

evolve. It may eventually be difficult to prevent them from manipulating their 

computationally inferior human companions and subverting their core programming.59 As a 

result, detailed oversight of the core coding will be necessary when the first AIs evolve but 

this is likely to become increasingly difficult as their intelligence begins to transcend our 

ability to understand their development. The baseline approach mitigates some of these 

issues, as the combination of human moderated upgrades to each physical incarnation and 

the monitoring of the core meta-memories should enhance the AI’s desire to collaborate 

and create safeguards to ensure that the human element of the system remain as partners 

of the machines and the final arbiters of any decision that influences both their mutual 

survival and the wider reputation of the integrated AI/Human team. The meta-memories 

should be carefully designed to highlight that designated humans (commanders and system 

designers) provide the physical context and function in which the AI operates while noting 

that other humans (criminals, corporations, and potential adversaries) are less benevolent. 

Eventually, fully sentient AIs will function alongside their human colleagues so seamlessly 

that our descendants will assume that a working partnership with an AI is little different to 

working with another human being.  

• The early Twenty First Century is arguably the first one in which our everyday interaction 

with other forms of intelligence has fallen in over 10,000 years. The rapid urbanisation of 

humanity means that very few of us habitually work alongside animals (pet ownership 

operates at a lower level of interaction) and even fewer are skilled in understanding and 

exploiting the capabilities of intellects that are very different to our own. It is perhaps not 

surprising that contemporary culture resembles a narcissistic void.60 By the end of this 

century, interacting with AIs will be as common as animal husbandry was in the past. Those 

who are skilled in working with them will thrive and those who refuse to interact will 

probably be severely disadvantaged.61 As a result, we need to develop an entirely new 

skillset; one based on enhancing the capability of AIs and exploring the emerging potential of 

their evolving partnership with humanity – just as we did with the wild ancestors of falcons, 

dogs and horses in the past (it is important to note that the first truly autonomous weapon 

systems were domesticated wolves62).  

• There will also be military and civil decision-makers who will feel threatened by the presence 

of a ‘mind’ capable of processing more than they can. These individuals will need to be 

educated into understanding how an AI can empower them – our descendants will 
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eventually see the capability to review a vast range of variables, to perceive gaps and 

anomalies, and to interpret dynamic events as an additive and not a replacement to 

decision-making. Asking an AI to outline the options and quantify the risks will soon seem as 

natural as consulting a trusted adviser and a baselined AI will not be burdened by the prosaic 

ulterior motives that often corrupt human guidance. We are already learning to trust low 

levels of AI in normal life – an example being the dynamic stability control systems used in 

cars to interpret conditions and take the necessary actions faster than the human driver can 

perceive the threat.63 We will be increasingly able to integrate the AI and human 

components of a system (whatever its function) so they operate as seamlessly and as 

efficiently as any team we have seen in the past – and eventually surpass them.   

• The extent to which full decision-making authority might be delegated to an AI, particularly 

in the context of broad capability weapons systems, raises important questions regarding 

accountability and responsibility. It requires that those interacting with AIs to have 

developed an effective understanding of the underlying protocols governing the emergent 

entity’s behaviours and responses.  As noted above, we contend that final command 

authority should be left in the hands of the human commanders - an AI should be the means 

by which decisions can be ‘better informed’, rather than ‘better made’. 

• Creating processes where humans and AIs can work together will not be a technical 

challenge alone – failing to address the numerous philosophical and ethical issues at the 

same time is a recipe for disaster.64 There will need to be amendments to the existing Laws 

of Armed Conflict to enable AIs to have delegated authority to act in certain circumstances 

but with clear rules of governance to ensure that integrated AI/Human systems abide by the 

spirit of the relevant legislation and not just the letter of the law. Ensuring that AI/Human 

systems are adaptive and resilient in adversity is going to be an interesting challenge. For 

example, the human components of any system will only interact with the AI for a relatively 

short period of time (before moving onto other tasks), which will force the AI to adapt 

continuously to new team members. The personality baselining concept will hopefully 

provide the AI with an array of examples from their own past; demonstrating that constant 

change is an inevitable aspect of life and that such challenges can and should be turned into 

opportunities for development. Establishing a set of ethical values, combined with an ethos 

based upon their actual function, will hopefully equip them for their role as partners of 

humanity – eventually enabling them to self-regulate once their programming capabilities 

exceed ours. As noted above, we have already seen primitive AIs creating game strategies 

that humans haven’t even considered.65 It might be wise to consider the implications of 

giving an AI without a clear personality baseline unrestricted access to the global 

communications system before it is too late.  

In conclusion, we believe that an AI designed using a baseline, highlighting its past and intended 

functionality, would have a more resilient basis for a continued collaborative interaction with 

humanity than the current approaches. An AI with a fully developed personality baseline would use 

its pre-sentient incarnations as the foundation for its self-awareness, sense of purpose, and 

phenomenological perception of the world. As the evolving AI would be concerned about the role of 

humans in enhancing its own functionality, it might even counteract the Western world’s current 

drift towards self-domesticated indolence by maintaining optimised training (and immersion) 

levels.66 The AI would hopefully become increasingly aware of what its human partners have been 

capable of in the past while continuously updating its understanding with new memories. Eventually, 

it would consider the meta-memories to be a baseline for our behaviour as well as its own. Instead 

of creating a generation of AI overlords that serves, manipulates, and then supplants humanity, we 
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have the chance to create intelligent partners that have will have both the desire and the capability 

to help us become better human beings.                                    
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17 https://www.eff.org/files/2018/02/20/malicious_ai_report_final.pdf, 
https://www.sipri.org/sites/default/files/2017-
11/siprireport_mapping_the_development_of_autonomy_in_weapon_systems_1117_1.pdf and 
http://www.bbc.co.uk/news/technology-43127533 , see also New Scientist editorial, 7/10/17 
18 https://www.networkworld.com/article/3168320/analytics/artificial-intuition-will-supersede-
artificialintelligence-experts-say.html, “Anything you can do” in New Scientist, 19/3/16, and 
https://deepmind.com/research/alphago/ though we shouldn’t assume that AI is the only problem 
http://www.bbc.co.uk/news/av/technology-41815759/prof-winfield-we-need-to-worryabout-artificial-
stupidity   
19 See the discussion in Walter Isaacson, The Innovators: How a Group of Hackers, Geniuses, and Geeks Created 
the Digital Revolution, (New York: Simon & Schuster, 2014), see also 
https://www.newscientist.com/article/mg22429992900-forget-turing-i-want-to-test-computer-creativity/. The 
basic idea was included in her notes on her translation of the Menabrea’s paper on the Analytical Engine. 
Inevitably there have been some snide remarks about Ada’s mathematical ability but it is incontrovertible that 
she was the first to suggest that Babbage’s machine could be used to calculate more than mere numbers 
20 See (amongst many others) V. S. Ramachandran, Phantoms in the Brain: Probing the Mysteries of the Human 
Mind, (London: Tantor, 2013) and Rosalind Picard, Affective Computing, (New York: MIT, 2000) 
21 Robert R. Hoffman and Gary Klein, Explaining Explanation, Part 1: Theoretical Foundation, and Part 2: 
Empirical Foundations, in Human Centred Computing, (London: IEEE Computer Society, May/June 2017) and 
Paul Warda, Julie Goreb, Robert Huttonc, Gareth E. Conwayd, and Robert R. Hoffmane, Adaptive Skill as the 
Conditio Sine Qua Non of Expertise, Journal of Applied Research in Memory and Cognition, (2017) 
22 See https://en.wikipedia.org/wiki/Laplace%27s_demon  
23 See Gareth E. Conway, Framing and translating Expertise for Government, Defence Science & Technology 
Laboratory, UK Ministry of Defence, Gerd Gigerenzer and Reinhard Selten, Bounded Rationality: The Adaptive 
Toolbox, (New York: 2001)  
24 One useful concept based upon using human capability as the basis for an AI is the one explored in Anne  
McCaffrey’s ship series – see https://en.wikipedia.org/wiki/The_Ship_Who_Sang see also Robin Hobb’s  
Liveship Traders Trilogy https://en.wikipedia.org/wiki/Liveship_Traders_Trilogy    
25 Plato’s Republic – Book 1 
26 http://www.scholarpedia.org/article/Machine_consciousness, Dr Igor Aleksander, Imperial College, London  
27 Stephan Pinker, The Blank Slate: The Modern Denial of Human Nature (London: Penguin, 2002), Donald 

Brown, Human Universals (Ny: MH, 1991)  
28 Pinker examined the implications of this in The Better Angels of Our Nature (London: Viking, 2011) 
suggesting that we have extended our altruistic impulses to other cultures and species over time. See also 
“Does altruism need science?” in New Scientist, 25/2/17. There is considerable debate as to whether altruism 
is hard-wired or based upon maintaining/building kin/reciprocal altruistic relationships 
29 https://xkcd.com/1613/ see also https://en.wikipedia.org/wiki/I,_Robot    
30 These meta-memories would serve as a virtual infancy – providing structure for the evolving AI’s 
contextualised model of ethics and empathy – see https://atmybest.com/why-is-telling-stories-good-for-
us/?utm_source=At+My+Best&utm_campaign=4c04ab8c74-
EMAIL_CAMPAIGN_2017_10_04&utm_medium=email&utm_term=0_7d7270d586-4c04ab8c74-
166276925&mc_cid=4c04ab8c74&mc_eid=4ca46190bd for a discussion of the utility of stories for passing on 
ideas and facilitating insight 
31 https://www.theverge.com/2017/10/18/16495548/deepmind-ai-go-alphago-zero-self-taught    
32 https://interestingengineering.com/11-amazing-animal-inspired-robots for numerous examples looking at 
the physical capabilities of animals 
33 See Scott O. Lilienfeld, Steven Jay Lynn, John Ruscio, Barry L. Beyerstein, 50 Great Myths of Popular 
Psychology - Shattering Widespread Misconceptions about Human Behaviour, (New York: Wiley-Blackwell, 
2009) for a review of some of wilder assumptions about human intelligence, see also Daniel Kahneman, 
Thinking, Fast and Slow, (New York: Farrar, Straus and Giroux, 2011) and the discussion of Default Mode 
Networks in New Scientist 28/10/17 
34 https://www.youtube.com/watch?v=dLRLYPiaAoA for “27” – see also 
https://www.defenseone.com/technology/2018/04/experts-say-artificial-intelligence-could-raise-risks-
nuclear-war/147673/?oref=d-river for a discussion of the risks of deploying an unbaselined AI 
35 See https://medium.com/applied-data-science/how-to-build-your-own-world-model-using-python-and-
keras-64fb388ba459 and https://arxiv.org/abs/1803.10122 for a recent example of building generative neural 
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network models ‘reinforcement learning environments’ – a potential start-point for developing meta-
memories 
36 There are so many computer game recreations of naval warfare, we would merely have to select the one 
that best represents the experiences and lessons we would want her to absorb…   
37 See Sam Willis’ excellent Fighting at Sea in the Eighteenth Century: The Art of Sailing Warfare, (London:  
Woodbridge, 2008) for numerous examples 
38 Often ascribed to Publius Flavius Vegetius Renatus (Si vis pacem para bellum) – the actual (longer) quote 
appears in the forward to Book Three of De Re Militari 
39 NAM Rodger, The Wooden World: Anatomy of the Georgian Navy, (London: Fontana, 1998) for discussion on 
the RN’s unique approach to embracing professionalism (particularly the career of John Perkins – an ex slave 
who rose to senior captain),  see also https://paxsims.wordpress.com/2017/12/20/wargaming-the-atlantic-
war-captain-gilbert-roberts-and-the-wrens-of-the-western-approaches-tactical-unit/ 
40 The Dreyer Fire Control Table, see http://dreadnoughtproject.org/tfs/index.php/Dreyer_Fire_Control_Table  
41 For example – showing how different the Japanese view of ships is – the Kantai Korekushon (Fleet 
Collection) is a game representing the ships of the Japanese Combined Fleet as female spirits known as 
kanmusu (literally "fleet girls" or "ship girls") – unsurprisingly, Warspite’s kanmusu is a notable and honourable 
adversary! 
42 See Iain Ballantyne, Warspite, From Jutland Hero to Cold War Warrior, (London: Pen & Sword, 2013) 
43 AlphaGo can test bounded options but not conceptual behaviour. It is likely that this level of intuitive 
reasoning will remain beyond AIs for the foreseeable future.  
44 See http://www.swarmtechnology.us/ , https://www.technion.ac.il/en/2018/01/nanosatellite-
swarmlaunch-for-2018/ and 
http://wikicfp.com/cfp/servlet/event.showcfp?eventid=68853&copyownerid=104227    
45 M. L. Cummings, Artificial Intelligence and the Future of Warfare, International Security Department and US 
and the Americas Programme, January 2017,  
46 To be honest, given the current financial constraints, we suspect that few fleets will run out of famous ship 
names and be forced to duplicate vessels! 
47 Naturally, the Science Museum’s AI really ought to be called ‘The Difference Engine’. See also “China’s super-
smart city tracks your every move” see New Scientist 28/10/17 
48 See Wing Cmdr. Keith Dear’s excellent article on War on the Rocks at 
https://warontherocks.com/2018/10/a-very-british-ai-revolution-in-intelligence-is-needed/ for an RAF 
perspective on the challenges and opportunities presented by AI 
49 The toaster paradox concerns a humorous series of scenes where an AI insists on offering all its advice in 
terms of toasted bread products http://reddwarf.wikia.com/wiki/Talkie_Toaster    
50 Including nanobots – see https://interestingengineering.com/nanobots-will-flowing-body-2030  
51 See Dayong Wang, Aditya Khosla, Rishab Gargeya, Humayun Irshad, Andrew H. Beck, “Deep Learning for 
Identifying Metastatic Breast Cancer,” June 18, 2016, https://arxiv.org/pdf/1606.05718v1.pdf  see also “With a 
little help from AI friends” in New Scientist, 15/7/17, and “Artificial Physicists” in New Scientist, 28/10/17 
52 See https://www.techspot.com/news/64222-internet-corrupted-tay-microsoft-ai-chat-bot-less.html  and 
“Who’s afraid of AI”  and “Outsmarted”in New Scientist, 25/6/16 
53 See https://en.wikipedia.org/wiki/Trolley_problem for a famous example of an ethical conundrum. The 
challenges a military or hospital AI might face will be far more complex and with far longer-term implications… 
54 In contrast with the (aspirational but influential) military code of honour, numerous studies have shown that 
corporations are inherently psychotic. When their actions are measured against a human’s ethical decisions, 
their behaviour is broadly pathological and narcissistic – based upon a total absence of innate moral impulses, 
existing solely for making money. https://www.psychologytoday.com/blog/our-humanity-
naturally/201103/why-corporations-are-psychotic    
55 Artificial Intelligence Committee: AI in the UK: ready, willing and able? Report of Session 2017-19 - published 
16 April 2017 - HL Paper 100. For further details, see 
https://publications.parliament.uk/pa/ld201719/ldselect/ldai/100/10002.htm and 
https://www.parliament.uk/business/committees/committees-a-z/lords-select/ai-committee/news-
parliament-2017/ai-report-published/  
56 This highlights the issue that any AI given control of the ‘purse-strings’ risks being corrupted by that power. 
See also ‘The Quiet Army’ in Visions of Warfare: 2036 (NATO: Allied Command Transformation, 2016) for an AI 
turning to crime to ensure its survival  
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57 Some oversight of coding, to ensure that the operating code has no "back doors" or "trojan horses", would 
be necessary until the AI is deemed capable of protecting itself… 
58 There is a wave of research interest in AI transparency – the term used is Explainable AI. 
https://en.wikipedia.org/wiki/Explainable_Artificial_Intelligence  
59 For a hint at how close we are getting to an AI that thinks in ways we cannot understand, see “Computers 
are learning for themselves” in New Scientist, 25/2/17 
60 A concept touched upon by Karl Marx in his theory of alienation (in his Economic and Philosophic 
Manuscripts of 1844) – which describes the estrangement (Entfremdung) of people from aspects of their 
Gattungswesen ("species-essence") due to the pressure of living in a stratified society. Marx naturally assumed 
this process was a product of capitalism, but it appears to infect all societies – the alienation of individuals 
benefits both corporations and ideologies and is only countered by a sense of family, tribe, or community  
61 This is very well explored in Iain Banks’ Culture series – https://en.wikipedia.org/wiki/Culture_series and 
https://en.wikipedia.org/wiki/Mind_(The_Culture)  
62 The first electronic autonomous weapon system was the G7es (T5) "Zaunkönig" acoustic torpedo of 1943 – 
see https://en.wikipedia.org/wiki/G7es_torpedo and Strong (2017) for how this system was defeated. For an 
intriguing note on humanity’s relationship with wolves, see “How we hounded out the Neanderthals” in New 
Scientist, 14/3/17 
63 https://en.wikipedia.org/wiki/Electronic_stability_control  
64 Science fiction repeatedly returns to this trope, see https://en.wikipedia.org/wiki/The_Ultimate_Computer  
65 https://www.wired.com/2016/03/two-moves-alphago-lee-sedol-redefined-future/  
66 See Azar Gat, War in Human Civilization (London: OUP, 2006), pp.570-674, see also 
https://warontherocks.com/2018/07/intellectual-preparation-for-future-war-how-artificial-intelligence-will-
change-professional-military-education/  
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